
causal full-scene AV
prefix X≤tn

frozen
Qwen2.5-Omni

global
Gtn

mixed audio
≤ tn

frozen causal CPC
25-Hz processing

shared
Utn

visible face crops
≤ tn

frozen causal AV/ASD
25-Hz processing

anonymous set
Ptn = {[Vi; si]}

G + U base head
Zbase

tn

masked person MHA
query: Gtn + Utn

memory: Ptn+ NULL

zero-init residual
∆Ztn

+ 10×3 future activity
0.2–2.0 s

trained first, then frozen

trainable adaptation

Causal streaming at cutoff tn

Omni input cached 2-s blocks · · · current partial block

tn

latest observed input included
up to 8-s rolling budget

local encoder 25 Hz internal states

forecast grid

0.2 0.4 0.6 0.8 tn

5 Hz fusion and prediction
every fifth local right edge


